
COM1032 Operating Systems 
Lab 2 - Optional 

Create Raspbian OS System Call 

Purpose: 
The purpose of this additional lab exercise is to practice the addition of a System Call in 
Raspbian OS. There is another additional document that explains the system call programming 
for various Linux kernels and compilation steps that you will need to tweak for the specific 
kernel you are working on.  
 
Minix is an educational operating system with the smallest number of lines of C code that you 
can download and run in a virtual machine. The additional document on system calls in Minix is 
precise and easy to follow.   
 
Because C programming language is used in Linux programming, this is optional material for 
those interested. 

Aim 
By the end of the lab you will be: 

• Familiar with the system-call interface provided by the Raspbian operating system.  
• Know how user programs communicate with the operating system kernel via this 

interface. 
• Extend the Linux kernel with a new System call. 

Part 1: Building a New Raspbian Kernel 

We will follow the guide in: 
(https://www.raspberrypi.org/documentation/linux/kernel/building.md) 
 
There are two main methods for building the kernel. You can build locally on a Raspberry Pi, 
which will take a long time; or you can cross-compile, which is much quicker, but requires more 
setup. 



Local building 
On a Raspberry Pi, first install the latest version of Raspbian. Then boot your Pi, plug in Ethernet 
to give you access to the sources, and log in. You might need to sudo apt update and sudo apt 
full-upgrade before the following commands work. You might also need to upgrade firmware. 
This is performed by running sudo rpi-update. 
 
See https://github.com/Hexxeh/rpi-update for details on rpi-update. You have to be on the latest 
firmware and associated kernel to be able to perform the next step. 

1.a First install Git and the build dependencies: 

sudo apt install git bc bison flex libssl-dev make 

1.b Next get the sources, which will take some time: 

git clone --depth=1 https://github.com/raspberrypi/linux 

Please note that you can delay steps 1.c, 1.d and 1.e until you add the new system call to avoid 
building twice. 

1.c Kernel configuration 
As well as the default configuration, you may wish to configure your kernel in more 
detail or apply patches from another source, to add or remove required functionality. To 
configure your kernel in more detail 
(https://www.raspberrypi.org/documentation/linux/kernel/configuring.md) or apply patches 
from another source (https://www.raspberrypi.org/documentation/linux/kernel/patching.md), 
to add or remove required functionality. 
 
Run the following commands for Raspberry Pi 2, Pi 3, Pi 3+, and Compute Module 3 default 
build configuration: 
 
cd linux 
KERNEL=kernel7 
make bcm2709_defconfig 

The system will write the configuration to a .config file.  

1.d Building 
Build and install the kernel, modules, and Device Tree blobs: 
 
make -j4 zImage modules dtbs   

 



Note: On a Raspberry Pi 2/3/4, the -j4  flag splits the work between all four cores, speeding up 
compilation significantly. 
 
The make step is going to take a couple of hours to finish. You can do you Java Shell exercise in 
the interim and come back to resume the steps when the compilation finishes. 
 

sudo make modules_install 

sudo cp arch/arm/boot/dts/*.dtb /boot/ 

sudo cp arch/arm/boot/dts/overlays/*.dtb* /boot/overlays/ 

sudo cp arch/arm/boot/dts/overlays/README /boot/overlays/ 

sudo cp arch/arm/boot/zImage /boot/$KERNEL.img 

1.e Install directly onto the SD card 
Having built the kernel, you need to copy it onto your Raspberry Pi and install the modules; this 
is best done directly using an SD card reader. 
First, use lsblk  before and after plugging in your SD card to identify it. You should end up 
with something like this: 

sdb 

   sdb1 

   sdb2 

with sdb1  being the FAT (boot) partition, and sdb2  being the ext4 filesystem (root) 
partition. If it's a NOOBS card, you should see something like this: 

sdb 

  sdb1 

  sdb2 

  sdb5 

  sdb6 

  sdb7 

with sdb6  being the FAT (boot) partition, and sdb7  being the ext4 filesystem (root) 
partition. Mount these first, adjusting the partition numbers for NOOBS cards (as necessary): 

mkdir mnt 

mkdir mnt/fat32 

mkdir mnt/ext4 

sudo mount /dev/sdb6 mnt/fat32 

sudo mount /dev/sdb7 mnt/ext4 



Next, install the modules: 

sudo env PATH=$PATH make ARCH=arm CROSS_COMPILE=arm-linux-gnueabihf- INSTALL_MOD_PATH=mnt/ext4 

modules_install 

Finally, copy the kernel and Device Tree blobs onto the SD card, making sure to back up your 
old kernel: 

sudo cp mnt/fat32/$KERNEL.img mnt/fat32/$KERNEL-backup.img 

sudo cp arch/arm/boot/zImage mnt/fat32/$KERNEL.img 

sudo cp arch/arm/boot/dts/*.dtb mnt/fat32/ 

sudo cp arch/arm/boot/dts/overlays/*.dtb* mnt/fat32/overlays/ 

sudo cp arch/arm/boot/dts/overlays/README mnt/fat32/overlays/ 

sudo umount mnt/fat32 

sudo umount mnt/ext4 

Another option is to copy the kernel into the same place, but with a different filename - for 
instance, kernel-myconfig.img - rather than overwriting the kernel.img file. You can then edit 
the config.txt file to select the kernel that the Pi will boot into: 

kernel=kernel-myconfig.img 

This has the advantage of keeping your kernel separate from the kernel image managed by the 
system and any automatic update tools, and allowing you to easily revert to a stock kernel in 
the event that your kernel cannot boot. 
Finally, plug the card into the Pi and boot it! 

Part 2: Extending the Kernel Source by a System Call 

 
In the folder you downloaded the linux kernel sources, create folder “hello”. For example in the 
pi home root, it can be: 
 

/home/pi/linux 

 
and add the following source and header files: 
 
helloworld.c: 

#include <linux/linkage.h> 

#include <linux/kernel.h> 

#include <linux/random.h> 

#include "helloworld.h" 

 

asmlinkage long sys_helloworld(void){ 



  printk (KERN_EMERG "hello world!"); 

  return get_random_int()*4; 

} 

helloworld.h: 

#ifndef HELLO_WORLD_H 
#define HELLO_WORLD_H 

asmlinkage long sys_helloworld(void); 

#endif 

 
Create a “Makefile” in the hello directory: 

nano Makefile 

and add the following lines to it:                     

obj-y := helloworld.o 

helloworld.o : helloworld.c helloworld.h 

This is to ensure that the helloworld.c file is compiled and included in the kernel 

source code. 

Note: There is no space in between“obj-y”. 

In the code, asmlinkage is a remnant from the days when Linux used both C++ and C code and is 
used to indicate that the code is written in C. The printk() function is used to print messages to 
a kernel log file and therefore may be called only from the kernel. The kernel messages 
specified in the parameter to printk() are logged in the file /var/log/kernel/warnings. The 
function prototype for the printk() call is defined in /usr/include/linux/kernel.h. 

Part 3: Make the Kernel Source aware of the new System Call 

3.a Add new system call to the system call header file: 

The main entry point for your new xyzzy(2) system call will be called sys_xyzzy(), but 
you add this entry point with the appropriate SYSCALL_DEFINEn() macro rather than 
explicitly. The ‘n’ indicates the number of arguments to the system call, and the macro 
takes the system call name followed by the (type, name) pairs for the parameters as 
arguments. Using this macro allows metadata about the new system call to be made 
available for other tools. 



The new entry point also needs a corresponding function prototype, 
in include/linux/syscalls.h, marked as asmlinkage to match the way that system calls 
are invoked. Add the following line to the end of the document before the #endif statement: 

asmlinkage long sys_helloworld(void); 

3.b  
Some architectures (e.g. x86 or arm) have their own architecture-specific syscall 
tables, but several other architectures share a generic syscall table. Add your new 
system call to the generic list by adding an entry to the list in include/uapi/asm-
generic/unistd.h. 
 
or add the new sys call prototype in the following file for architecture specific: 
nano arch/arm64/include/asm/unistd32.h 

 
before these lines: 

/* 

 * Please add new compat syscalls above this comment and update 

 * __NR_compat_syscalls in asm/unistd.h. 

 */ 

 
Add these 2 lines: 
 

fine __NR_helloworld 400 

__SYSCALL(__NR_helloworld, sys_helloworld) 

 

 

/* 

 * Please add new compat syscalls above this comment and update 

 * __NR_compat_syscalls in asm/unistd.h. 

 */ 

 
 

3.c then as advised update __NR_compat_syscalls in the following file: 

nano arch/arm64/include/asm/unistd.h 

 
Add the following line: 

#define __NR_compat_syscalls            400 



 
We will refer to this number as the new system call number from now on. 
 
3.d To wire up your new system call for x86 platforms, you need to update the master 
syscall tables. This involves a “common” entry (for x86_64 and x32) in 
arch/x86/entry/syscalls/syscall_64.tbl  and an “i386” entry 
in arch/x86/entry/syscalls/syscall_32.tbl.  
 
For arm architecture, this is file is what needs to be updated 

 

nano arch/arm/tools/syscall.tbl 

 
add this line with the number at the left being the new system call number: 
 

400     common  helloworld              sys_helloworld 

 
Again, these numbers are liable to be changed if there are conflicts. 

 

Part 4: Compile the Kernel Sources Again 

 
 
You will need to update the Makefile to include the new source directory.   
 
 

nano Makefile 

 
Press Ctrl+W to search for core-y, skip the first occurrence that define the root of the source files. The second 
occurrence should look like this: 
 

core-y          += kernel/ certs/ mm/ fs/ ipc/ security/ crypto/ block/ 

 
update it to include the new folder: 
 

core-y          += kernel/ certs/ mm/ fs/ ipc/ security/ crypto/ block/ hello/ 

 
If you are curious why we added obj-y in the local Makefile in the hello world and core-y in the root Makefile, this 
is because the kbuild Makefile specifies object files for vmlinux in the $(obj-y) lists. If you are defining a new 
module, you will need to update the $(obj-m) list to specify object files which are built as loadable kernel modules. 
More in this link: 

 



https://www.kernel.org/doc/Documentation/kbuild/makefiles.txt 
 
General information about Makefiles can be found here: 
https://makefiletutorial.com 

 
Now build the kernel to include the changes you made. This is by repeating steps steps 1.c, 1.d and 1.e if 
you are doing them to the first time now, or steps 1.d and 1.e if you are repeating them. 
 

Part 5: Create the user level system call 

 
When you boot with the new kernel, it will support the newly defined system call; you now 
simply need to invoke this system call from a user program. Ordinarily, the standard C library 
supports an interface for system calls defined for the Linux operating system. As your new 
system call is not linked into the standard C library, however, invoking your system call will 
require manual intervention. 
 
As noted earlier, a system call is invoked by storing the appropriate value in a hardware register 
and performing a trap instruction. Unfortunately, these low-level operations cannot be 
performed using C language statements and instead require assembly instructions. Fortunately, 
Linux provides macros for instantiating wrapper functions that contain the appropriate 
assembly instructions. For instance, the following C program uses the syscall0() macro to invoke 
the newly defined system call: 
  
#include <linux/errno.h>  
#include <sys/syscall.h>  
#include <linux/unistd.h> 
 
_syscall0(int, helloworld); 
 
main() { 
 helloworld(); 
} 

 
The _syscall0 macro takes two arguments. The first specifies the type of the value returned by 
the system call; the second is the name of the system call. The name is used to identify the 
system-call number that is stored in the hardware register before the trap instruction is 
executed. If your system call requires arguments, then a different macro (such as _syscall0, 
where the suffix indicates the number of arguments) could be used to instantiate the assembly 
code required for performing the system call. 
 
Compile and execute the program with the newly built kernel.  

$ gcc userSysCall.c -o userSysCall 
 
$ ./ userSysCall 400 

 



There should be a message “hello world!” in the kernel log file /var/log/kernel/warnings to 
indicate that the system call has executed. 
 
The client-code for testing any system call would be (taking the sys call number from the command 
line arguments): 

#include <linux/unistd.h> 
#include <stdio.h> 
#include <sys/syscall.h> 
 
int main (int argc, char* argv[]) 
{ 
    int i=atoi(argv[1]); 
    int j=-1; 
    printf("invocing kernel function %i\n", i); 
    j=syscall(i); /* 350 is our system calls offset number */ 
    printf("invoked. Return is %i. Bye.\n", j); 
 
    return 0; 
} 

 
As an exercise: consider expanding the functionality of your system call as follows:  

• How would you pass an integer value or a character string to the system call and have it 
printed into the kernel log file?  

• What are the implications of passing pointers to data stored in the user program’s address 
space as opposed to simply passing an integer value from the user program to the kernel 
using hardware registers? 

Optional Task of defining new Kernel: 

Loadable Kernel modules and device drivers 

The administrator of a Linux does not need to know the inner workings of the Linux kernel, but 
needs to be familiar with tools to configure the operating system, including adding functionality 
to the kernel through the kernel modules, and a compilation of a custom kernel. Linux kernel is 
modular, and functionality is loaded at run time using Loadable Kernel Modules (LKM). This 
feature is used in particular to configure drivers for the system hardware. 
 

• To define a new module, you can follow the instructions in the link bellow using the hints 
below: https://www.kernel.org/doc/Documentation/kbuild/modules.txt 

o Install and run rpi-source to install the source code that built the latest kernel that 
you are running. This will create the correct entry in /lib/modules for the kernel 
that you are running. Note: you don't need to be root to run this, however the script 
will perform certain tasks using sudo and the root password will be requested during 
the script execution. 
 



Instructions to install rpi-source can be found at https://github.com/notro/rpi-source/wiki 
Here is the source code for hello-1.c: 

/*   
 *  hello-m.c - The simplest kernel module. 
 */ 
#include <linux/init.h>   /* For macros __init __exit */ 
#include <linux/module.h>/* Needed by all modules */ 
#include <linux/kernel.h>/* Needed for KERN_INFO */ 
 
 
int hello_init(void) 
{ 
    printk(KERN_ALERT "Hello World :)\n"); 
    return 0; 
} 
void hello_exit(void) 
{ 
    printk(KERN_ALERT "Goodbye World!\n") 
} 
module_init(hello_init); 
module_exit(hello_exit); 

o As you see, there is no main method as it is a piece of code to be used by the 
kernel. The general characteristics of kernel modules are: 

§ Do not execute sequentially, such as event driven programming. 
§ Do not have automatic resource management (memory, file handles,  ... 

etc). 
§ Do not have access to the common user-space system calls (e.g. printf). 
§ Can be interrupted because they are used by several different 

programs/process simultaneously. 
§ Have to be very resource-aware because it contributes to the kernel 

overhead in both CPU cycles and memory utilisation. 
o The local Makefile of the new module should have the following lines: 

obj-m := hello-m.o 
KDIR := /lib/modules/$(shell uname -r)/build 
PWD := $(shell pwd) 
 
all: 
 $(MAKE) -C $(KDIR) M=$(PWD) modules 
 
clean: 
 $(MAKE) -C $(KDIR) M=$(PWD) clean 
 
install: 
 $(MAKE) -C $(KDIR) M=$(PWD) modules_install 

o Then build the local files: 

$ make 
$ sudo make install 



o Then update the root Makefile by updating core-m this time. Then build the 
kernel, add to the SD card and boot from as shown in steps 1.d and 1.e in this lab 
sheet  

o To test the new module by Loading and unloading it: 

$ sudo modprobe hello 
[  745.850364] Hello World :) 
$ sudo rmmod hello 
[  749.071169] Goodbye World! 

o Generally the commands line syntax for working with modules are as follows: 
§ To insert a module into the linux kernel: the command insmode can be 

used. It makes an init_module() system call to load the LKM into kernel 
memory. insmode passes to init_module() the address of the initialisation 
subroutine in the LKM using the macro module_init() to load and register 
the LKM, for example, a character device driver’s init_module() 
subroutine might call the register_chrdev kernel subroutine, passing the 
major and minor number of the device it intends to drive and the address 
of its own open() routine as arguments, to use when opening that particular 
device is required. 

§ rmmode command is used to unload an LKM via the macro module_exit(). 
§ An administrator would use the more intelligent modprobe command to 

handle module dependencies automatically.  
§ To list all LKMs, lsmode command can be used. 


